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Introduction

By the time students complete this unit, they should be able to:

Explain the best practices of sampling data,

Use uncertainty in sampling to draw causal inferences, and

Attach probabilistic statements to the likelihood their
inferences are accurate.



Gathering data

We gather data so that we can test hypotheses about
phenomena of interest.

But what kinds of methods should we employ when we go
about gathering data?

And how confident can we be that the data we analyze
reflects the populations from which they were drawn?



Sampling

We employ sampling methods when we go about gathering
our data.

Sampling methods can either be probabilistic or
nonprobabilistic.

In order to draw a prabilistic sample, we first must construct a
sampling frame.

Only when we have confidence in the accuracy of our sample
can we begin to draw inferences about populations of
interest.



Sampling distributions

Suppose we want to know about the average weight of a male
Great Dane dog.

We therefore gather a sample of 10 dogs and take the mean
of their weight (suppose we observe x̄ = 158).

But how close does this sample mean, x̄ , approximate the
population mean, µ?

If we were to take many samples of dogs, record the mean of
each sample, and then plot a histogram of those means, we
would have a sampling distribution.

According to the central limit theorem, as the number of
samples we take approaches infiniti, x̄ ≈ µ, and the sampling
distribution converges upon a normal bell curve.



Dispersion in the sampling distribution

Suppose we could observe the sampling distribution that
derives from many samples—that is, one that has converged
upon a normal bell curve.

If we knew about the properties of that distribution such as
how dispersed it was, we could begin thinking about the
likelihood that the population parameter of interest takes on
different kinds of values.

It turns out, we don’t need to collect an infinite number of
samples to begin making making inferences about the values
in x . We just need one sample.

We use a concept known as the standard error to measure
the dispersion of the sampling distribution: σ̂ = σ√

n
, where σ

is the standard deviation of the sample, and n is the sample
size.



Making sense of uncertainty

Suppose we wanted to know how tall loblolly pine trees grow.

If we measured the height of every single loblolly tree, this
would be quite easy.

But we can’t do this (or at the very least, we shouldn’t).

So we take a sample of loblollies, and record their heights.

Suppose we want to know the probability that the average
loblolly grows to be at least 50 feet tall.



Making sense of uncertainty (contd.)

We don’t know the average height of all loblolly pines (µ).

But we can get the average height of a sample of them (x̄).

So we marshal available information from our sample in order
to make probabilistic statements about the population using
the sampling distribution and the standard error.

This process is known as hypothesis-testing.



Hypothesis testing using a single mean

We start with an alternative hypothesis: Ha : x̄ > 50.

As a null hypothesis, we’re going to say: H0 : x̄ = 50.

At the end of the day, we either “reject” or “fail to reject” the
null hypothesis.



How does it work? An example

Let’s now test our Ha

using data.

Suppose we gather a
simple random sample of
trees:

x̄ = 54
σ = 6
n = 9

With just the above
information, can we
claim with confidence
that µ > 50?



Hacking the sampling distribution

We want to know the likelihood that we observed x̄ = 54, if
the “real” mean was actually 50.

If µ is really 50, then the sampling distribution tells us that
increasingly larger values of x̄ will be very unlikely.

For example, we know that only 0.025% of observations fall
greater than two standard errors to the right of µ.

Therefore, we want to calculate the number of standard errors
x̄ is from H0 and calculate the area under the curve at that
point.



Calculate the standard error for our sample of trees

We found: x̄ = 54 and σ = 6

And σ̂ = σ√
n

.

Therefore, σ̂ = 6√
9

= 2.



What’s the probability we drew x̄ = 60 by chance?



The z-distribution

The z-distribution is a standard normal distribution, and it
happens to approximate the sampling distribution.

A z-score is the number of standard errors an observation is
from its null-hypothesized value.

It is calculated with the following formula:

z =
x̄ − µ

σ̂x̄

So in our running example, we observed a mean of 54, had a
null of 50, and observed a standard error of 2.

We can therefore conclude that 54 was was was 2 standard
errors from the null: z = 54−50

2 = 2.



Making probabilistic statements with distributions

We can use z-scores to make probabilistic statements.

The proportion of the z-distribution above/below our z-score
is the probability we observed that figure by chance, assuming
the null hypothesis reflects the real population parameter of
interest.

This proportion is known as a p-value. Every z-score has a
corresponding p-value.

When we consult a z-table, we see that a z-score of 2 has a
corresponding p-value of 0.02.

What this tells us is that, provided µ = 50, there is only a 2%
chance of us having observed x̄ = 54. In other words, H0 isn’t
very realistic.



So when do we know to reject the null?

We need some rule that tells us when it’s time to abandon the
null hypothesis.

Critical values, or α-thresholds, help us to do this very
thing.

Your α specifies how small of a p-value you demand before
you reject H0. The most common α-thresholds are 0.1, 0.05,
and 0.01.

Therefore, α is a measure of your willingness to accept risk.

Using the above example (p = 0.02), we would reject the null
for any α > 0.02 and fail to reject it for any α <= 0.02.



One or two-tailed tests?

Is it enough that a sample mean be some outlier with respect
to the null, or is it necessary that it is the right outlier?

Arguably, our Ha should give us an idea about what strategy
is appropriate here. So long as we posit some directional
hypothesis, we’re probably best off using a one-tailed test.

Nevertheless, scholars have idiosyncratic (and not always
rational) attachments to two-tailed tests.

Please note that the default in Stata is to report two-tailed
p-values.



Review: The steps for hypothesis-testing

1 State the null and alternative hypotheses.

2 Choose the α-level.

3 Choose a one or two-tailed test.

4 Find the z-score (the test statistic).

5 Compare this to the critical value you established.

6 “Reject” or “fail to reject” the null.



When good hypotheses go bad. . .

So long as our data are not deterministic, we can only talk
about the probability a null or alternative hypothesis is
right—we’re never certain.

But, depending upon the α-threshold we establish and the
p-value we observe, there’s a chance the conclusion we come
to will be wrong.

A Type I Error occurs when we reject the null hypothesis,
but we should not have.

By contrast, a Type II Error occurs when we fail to reject the
null hypothesis, but we should not have.

The probability we commit a Type I Error is increasing in α
and vice versa Type II.



The confidence interval

Confidence intervals offer us another “look” at the
hypothesis-test.

For whatever your α level is, find the absolute critical z-score
associated with it, z∗.

Calculate a confidence interval as: x̄ ± z∗(σ̂).

We interpret a 95% confidence interval, for example, as,
“Upon repeated sampling, 95 percent of sample confidence
intervals would contain the population parameter of interest.”

If your confidence interval excludes your null-hypothesized
value, reject the null.



Comparing two groups

Suppose that instead of comparing a sample mean to some
static number, we instead want to compare two sample means
and draw some inference about the populations that
generated each.

This technique is known as difference-of-means testing and
requires us to tweak our z-score equation to account for for
multiple means, sample sizes, and sample variances:

z =
X̄1 − X̄2√
σ2

1
n1

+
σ2

2
n2

.

Now, our null holds that the two means are equal, and the
alternative posits some relationship between the two.



Comparing two groups: An example

We hypothesize that longleaf pine treas are taller than loblolly
pine trees.

We gather data from 10 trees (5 loblollies, 5 long-leafs).

We find:

X̄Lob = 60; X̄Long = 90
σ2

Lob = 530; σ2
Long = 750

What’s the likelihood that longleaf pines are, in fact, taller
than loblollies?



Conclusion

Statistics allows us to make generalizations about populations
of interest using sampling and uncertainty surrounding those
samples.

By understanding something about the underlying
distributions that generate phenomena, we can test the
likelihood of having observed certain data and draw causal
inferences about the world around us.


	Introduction
	Sampling
	Uncertainty and Inference
	Hypothesis-Testing
	Conclusion

