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Introduction

• Previously, we examined relationships between variables by
assessing directionality, strength of association, and statistical
significance.

• Our approaches to these tasks, however, told us little about
how discrete changes in X might affect Y and were unable to
control for alternative explanations for outcomes in the
dependent variable.

• Moving forward, we will use statistical regression analysis to
address these concerns.
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The bivariate linear model
• Recall that our “core model” consists of a DV (Yi), an IV

(Xi), a slope coefficient (β1), an intercept (β0), and an error
term (εi).

Yi = β0 + β1Xi + εi

• The beta coefficients determine our best guess for any given
value of Xi, and εi accounts for any error in that guess.

• As a trivial matter of notation, observe that when we make
inferences about population parameters of interest using
sample data, we denote effect parameters using a “hat”:

Yi = β̂0 + β̂1Xi + ε̂i.

(Why don’t Yi and Xi have hats?):
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Example of a bivariate, linear relationship: Number of
candidates and incumbent vote-shares
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The line of best fits

• How do we calculate the line of best fits (hey, what happened
to ε̂i. . . )?

Ŷi = β̂0 + β̂1Xi

• What properties should it have?

• The technology we will make use of is called “ordinary least
squares” (OLS).
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Calculating the bivariate OLS Line

• We need some way to summarize the amount of error in our
model and then to minimize it.

Yi = β̂0 + β̂1Xi + ε̂i, (1)

ε̂i = Yi − β̂0 − β̂1Xi, (2)

ε̂2i = (Yi − β̂0 − β̂1Xi)
2 (3)

n∑
i=1

ε̂2i =
n∑
i=1

(Yi − β̂0 − β̂1Xi)
2 (4)

min

n∑
i=1

ε̂2i = min

n∑
i=1

(Yi − β̂0 − β̂1Xi)
2 (5)
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The OLS line (Continued)

• We find the values of β̂0 and β̂1 that minimize the sum of
squared errors.

• We could use calculus to do this. . . or we could let the
software handle it.

• Turns out:

β̂1 =

∑n
i=1(Xi − X̄)(Yi − Ȳ )∑n

i=1(Xi − X̄)2
(6)

β̂0 = Ȳ − β̂1X̄ (7)
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The OLS line in practice

Ordinary least squares line (best fits)
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An Example: Height and Weight

• Suppose we collect the height and weight of 4 individuals.

• We get height (in inches) among our 4 individuals:
h = {60, 72, 65, 75}.
• And suppose we get weight (in pounds) among our 4

individuals: w = {140, 210, 175, 195}.
• Suppose: Weighti = β0 + β1Heighti + εi.

• Let’s plot the scatterplot and calculate β̂0 and β̂1 by hand.
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Finding the OLS Line in STATA

• We can use STATA to find β̂0 and β̂1 with ease.

• We use the following code to get OLS results:

regress y1 x1

• We can also depict the line of best fits graphically

twoway scatter y1 x1 || lfit y1 x1
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Assumptions of OLS

• There are a few assumptions that go along with OLS
estimation.

• When they hold, OLS estimates are said to be “B.L.U.E.”

• They are the “Best,” “Linear,” “Unbiased,” “Estimators”
(Gauss-Markov Theorem).
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Assumptions of OLS: “Best”

• When we say OLS is the “best” estimator, we mean that it
has minimum error variance.

• That is, it is the most efficient feasible estimator.

• We calculate the variance of the OLS model as:

σ̂2 =

∑
(Yi − Ŷi)2

N − k
=

∑
ε̂2i

N − k
,

where k is the number of variables plus the intercept (degrees
of freedom).
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Efficiency in OLS estimates

• As a practical matter, we like for β̂1 to have minimal variance
because it helps us to home in upon the true population
parameter of interest, β1.

• We use a measure of “variance” for our coefficient estimate of
interest to gauge (you guessed it) how much it varies by, the
square root of which we term the “standard error”:

se(β̂1) =

√
σ̂2∑

(Xi − X̄)2
,

where σ̂2 denotes the variance of the OLS model.
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When are OLS estimates inefficient?

• If our data fail some important assumptions, then our OLS
estimates will not be efficient, meaning we shouldn’t make
inferences using them.

• OLS estimates usually fail the efficiency test when something
is wrong with error variance (more in a second).

• Interestingly, even when OLS estimates are inefficient, they
are still unbiased.
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Heteroskedasticity

• OLS assumes that error
variance is constant for all
values of Xi.

• Violating this assumption
gives us heteroskedasticity.

• We use a simple bit of Stata
code to correct for this,
however, so don’t worry
about it.
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Autocorrelation

• OLS assumes that error
variance is uncorrelated with
itself.

• Violating this assumption
gives us autocorrelation.

• When assumptions of
heteroskedasticity and
autocorrelation are violated,
we get artificially deflated
standard errors, leading our
OLS model to become
inefficient.
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Assumptions of OLS: “Linear”

• You might be surprised to learn that linear regression
coefficients are required to be. . . linear.

• There’s nothing wrong with have non-linear variables.

• But OLS requires linearity in the parameters (i.e., the β
coefficients).
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Assumptions of OLS: “Unbiased”

• So let’s say we have our β̂s in hand, and now we’d like to ask
a simple question: “Just how close to the real βs are these
things?”

• Under the central limit theorem, we know that the distribution
of β̂ is normal and therefore unbiased because the mean of all
β̂s will converge upon β.

• This leaves us with the error term.

• If our error term and our independent variable are unrelated to
one another, then they are exogenous, and we have unbiased
coefficients.

• As Xi and εi become more correlated, our β̂ becomes more
biased.

• Recall that randomized experiments are the solution here.
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Hypothesis-testing in OLS

• Frankly, we care more about some parameters than others
(looking your way β̂1).

• Just as before, we have null and alternative hypotheses.

• We also have a standard error, which means we’re
well-positioned to calculate a t-score (yay!).
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OLS and t-scores

• In OLS, our null hypothesis is always that some X has no
effect on Y

• Well how are we measuring the effect of X on Y if not with
β̂k?

• Finally, we have a standard error for our β̂, so we hypothesis
test thusly:

| t |= | Ha −H0 |
se(Ha)

=
| β̂ − 0 |
se(β̂)

=
| β̂ |
se(β̂)

.
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Goodness of fit in OLS: R2

• First, we have an R2 ∈ [0, 1], which measures the proportion
of variance in the DV that the IV is explaining.

• More specifically, R2 measures the ratio of “explained” to
“total” model variance:

R2 =

∑N
i=1(ŷi − ȳ)2∑N
i=1(yi − ȳ)2

.

• From our example above looking at height and weight, we get
R2 = 0.83. How do we interpret this figure?
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Goodness of fit in OLS: The F -statistic

• The F -statistic in OLS tests whether your IVs improve model
fit compared to an intercept-only model.

• Note that this is the equivalent of asking whether any of our
IVs are statistically significant.

• Like the χ2 test statistic, the F -statistic also comes with
degrees of freedom, F (df1, df2), where df1 = k and
df2 = n− k, where k are the number of parameters and n is
sample size.

F =
R2/k

(1−R2)/[n− (k + 1)]
.
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Review

So what does OLS tell us?

• Effect of X on Y : Sign on β̂1
• Magnitude of effect: Specific value of β̂1

• Significance of effect: t = β̂1
se(β̂1)

.

• Goodness of fit: R2

• Significance of OLS model: F test statistic

Assumptions making OLS BLUE

• The Gauss-Markov theorem
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